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Abstract
The aim of this paper is to construct a neural-network based video tracker that learns
to associate the motion of tracked objects with a sequence of video frames. This system is
implemented using various Recurrent Convolutional Neural Network (R-CNN) architectures.
With a recurrent structure, neural networks are able to maintain temporal information in a
sequence of frames. Our dataset includes videos recordings and marker trajectories captured
via a Vicon Motion Capture system of subjects performing variants of the Box-and-BlocksTest (BBT). We test this data on Parallel CNNs, Recurrent-CNNs, and LSTMs with various
network parameters. Our experiments show that all variants of our trackers fail even in a
scenario of limited motion. Our results suggest that R-CNNs are not easily trained to identify
real-world coordinates based on images in complex larger datasets or smaller sub-datasets.
Keywords: Visual Object Tracking, Motion Tracking, Long-Short-Term-Memory,
Recurrent Neural Networks, Convolutional Neural Networks

1. Introduction
Object visual tracking plays a fundamental role in computer vision, which has innumerable applications in human-computer
interaction, video communication and compression, traffic control, security and surveillance. Before the advent of deep learning, researchers proposed a large number of visual
tracking systems based on hand-crafted features and associated filtering algorithms that
tracked the features along frames. The success of traditional approaches largely depends
on the capability of features characterizing
the objects of interest and the accuracy of the
filtering algorithm. The traditional framework of visual tracking is briefly reviewed in
Section 2.
The tremendous success of deep learning has
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revolutionized the traditional computer vision framework recently, where neural networks, believed to be universal approximators, replacing both feature extraction and
prediction algorithms. Generally speaking,
Convolutional Neural Networks (CNN) are
able to extract important spatial features to
characterize the object of interest. Further,
Recurrent Neural Networks (RNN) have been
shown to be able to learn to exploit the temporal correlation for trajectory prediction.
Conceptually, if we incorporate CNN and
RNN into a Recurrent Convolutional Neural
Network (R-CNN) pipeline, the network, in
principle, will be able to exploit both spatial and temporal information of the data and
should lead to a well performing visual object
tracker.
As opposed to a traditional tracker that

learns to track objects from scratch, a neural network based visual tracker benefits from
the large amount of off-line data. In other
words, a neural network based tracker learns
to track by past experience while a traditional
computer vision based tracker learns on-line.
However, a disadvantage of neural network
based methods are the difficulties in interpreting the extracted features and principles
of the tracking algorithm thus making it hard
to debug when the method fails.
Previous works have attempted to replace either one of the two components of tracking
by neural network. Most previous works focus on fully convolutional architectures, typically a parallel CNN, to exploit the correlation between the features extracted by convolutional layers in neighboring frames [1], [2].
Other approaches have combined RNNs with
hand-crafted features or pre-trained CNNs
as a feature detector [3]. These approaches
avoid training two types of networks simultaneously, while enabling the capability of
capturing long-term correlations. Only recently has work implemented fully trainable
R-CNNs with the assistance of reinforcement
learning [4]. Our work adopts similar principles. The architectures we implement include either single or parallel convolutional
networks, whose output features are used as
inputs to either fully connected networks or
recurrent neural networks. The output of
the entire network is the corresponding realworld movement of the markers in the frame
sequences.
We train our model on a dataset in which
human subjects performed a variant of the
Box-and-Blocks Test (BBT), which comprises
of repetitive motion tasks. Video recoding
and marker trajectories provided by a Vicon
Motion Capture system are included in the
dataset. This tracking problem differs from
traditional tracking problems in that the position of the tracked markers in the video
frames are not known. As a result, tradi-

tional computer vision based methods would
be very difficult, if not impossible, to apply
to this problem. We therefore adopt a fully
neural network based method where both the
spacial and temporal information of the data
will be learned by neural networks.
Tracking these markers solely based on the
frames through such a trained network would
enable others to test subjects on the BBT
without having to invest the considerable resources needed for a Vicon Motion Capture
system. The details of the dataset are further discussed in Section 3.
2. Background and Theory
We begin by briefly presenting the traditional computer vision based framework of a
visual tracking system. Subsequently, we discuss the principles of two types of neural network, Convolutional Neural Networks (CNN)
and Recurrent Neural Network (RNN), and
how they can replace components in the traditional framework.
2.1. A Computer Vision Framework for Visual Tracking
The objective of visual tracking is to predict the location of a tracked object in each
frame given its locations in previous frames.
Most methods developed in the field of computer vision adopt one-step predictions, that
is, they only use the previous frame to predict the next. A computer vision based tracking systems typically consist of two functional
parts: (1) representation and localization; (2)
filtering and data association. The first component aims to represent the target objects
using some descriptors, which are desired to
be invariant across frames. The second components rediscovers the same descriptors in
the subsequent frames, usually by searching
within the neighborhood of the original position.
Based on different representations used, a
tracking system can be roughly classified
as kernel-based, contour-based or landmarkbased. The major distinction between these
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categories are the ‘dimension’ of descriptor A typical layer consists of three stages. First,
used:
the layer performs convolutions in parallel to
1. In a kernel-based representation, the descrip- produce a set of linear activations. Second,
tor is usually a blob of raw pixels. A typ- each linear activation is run through a nonical tracking system of this type is a mean- linear activation function, such as the sigshift tracker [5], where the Bhattacharyya comoid function or Rectified Linear Unit funcefficient is adopted to measure the similarity
tion (ReLU), element-wise, i.e. pixel-wise.
between two blob descriptors.
2. In a contour-based method, the object of inter- Third, a pooling function is adopted to reduce
est is characterized by its contour, where the the size of output further [8]. All layers in a
filtering algorithm evolves the contour during CNN are sparsely connected with their pretracking [6].
vious layers, in a parameter-sharing fashion,
3. In a landmark-based approach, a number of
which greatly reduces the parameters that are
stable descriptors are extracted from the object of interest and tracked individually across needed. Slightly different from the definition
frames. The most common used feature is the of convolution in signal processing, the neural
Scale Invariant Feature Transform (SIFT) [7], network learns the flipped version of kernel,
since the features are believed to be invariant or filter in term of signal processing. The outunder a number of conditions.
put of convolutions at location (i, j) of a 2-D
As for the filtering algorithms, these are grid can be computed by the original image
usually designed to match the representa- I and kernel grid K as follows.
tions. However, general algorithms, such as
the Kalman Filter or the Particle Filter can
(I X
∗ K)(i,
X j) =
be adopted to increase robustness.
(1)
I(i + m, j + n)K(m, n)
It should be noted that though these tradim
n
tional frameworks would fit our general goal
of tracking objects in videos, they cannot be
directly applied to our dataset without ex- In practice, for efficiency, not every pair of
plicitly finding the pixels in the frames corre- (i, j) is calculated. The distance between two
sponding to the markers tracked by the mo- i’s or j’s of the output that are calculated are
called strides. This is shown in Figure 1.
tion capture system.
Typically, the stride is an integer num2.2. Convolutional Neural Network
ber, with smaller numbers corresponding to
Convolutional Neural Networks (CNN) higher resolution. Subsequently, the output
are a specialized kind of neural network for after nonlinear activation, is divided into nonprocessing data that has a known, grid-like, overlapping square patches and the pooling
topology [8]. It differs from fully connected function summarizes each patch by a single
neural networks since pixels across the space pixel. The value of the pixel is either the
share the same weights. CNNs are believed to mean, average-polling, or maximum, maxbe universal feature extractor that are able to pooling, value of all the pixels in the correcapture space invariant and size invariant fea- sponding patch. This not only reduces the
tures [9], [10]. Thus, convolutional networks size of the output, it also makes the repreact as a general feature extractor in the tra- sentation become approximately invariant to
small translations in the input, meaning that
ditional framework.
A CNN usually consists of a stack of convolu- if the input is translated by a small amount,
tional layers, where the output of a previous the values of most of the pooled outputs will
layer is used as the input to the next layer. not change [8].
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it is specified in terms of transitions from one
state to another state, rather than in terms of
a variable-length history of states.
2. It is possible to use the same transition function f with the same parameters at every time
step.

Ideally, this structure is able to connect
any previous information to the present task.
However, the dependencies between previous
sequences and present task vary significantly
from case to case. For example, a language
model trying to predict the next word. In
most cases, the words closer to each other
are more related, yet in two related sentences such as causal relationships, the words
in the later sentence may depend more on
some words in the previous sentence instead
of surrounding words. In our data, since subjects are performing similar tasks repeatedly,
remembering the pattern of previous cycles
would likely improve the performance.
Unfortunately, basic RNN structures are unable to connect the information as the gap
between the present task and related samples
grows [11]. To overcome this, Long Short
Term Memory (LSTM) networks are introduced in [12]. As shown in Figure 3, the recurrent modules of LSTM networks, LSTM
layers, have four neural network layers interacting with current input and previous states.
This module has two information flows, the
cell state c that runs straight through the top
of the diagram and the output h that closely
interacts with the input x and cell state c.

Figure 1: Example 2-D convolution without kernelflipping. The stride is one and the output restricted
to positions where the kernel lies within the image.[8]

2.3. Recurrent Neural Networks and its
LSTM Variant
Recurrent Neural Networks (RNN) are
neural networks containing lateral and/or
backwards connections. They are specialized
for processing sequential data because recurrent layers are connected with states of previous sequences, i.e. they have memories of the
past. Thus, RNNs are adopted for our sequences of image frames. To illustrate how
previous states influence current state, the
unfolding computational graphs of a simple
RNN is shown in Figure 2.

Figure 2: A recurrent network with no outputs. This
recurrent network processes information from the input x by incorporating it into the state h that is
passed forward through time. (Left)Circuit diagram.
The black square indicates a delay of a single time
step. (Right)The network unfolded as a computational graph, where each node is now associated with
one particular time instance.[8]

This unfolding process also introduces two
major advantages over the use of convolutions
across a 1-D sequence [8]:
Figure 3:

The unfolded recurrent modules in
an
LSTM,
each
module contains four interacting
1. Regardless of the sequence length, the learned
layers.[11]
model always has the same input size, because
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The algorithm for LSTM layer first decides what fraction of information to discard
from the cell state. This decision is made by
a sigmoid layer called the “forget gate layer,”
which outputs ft . Where,
ft = σ(Wf · [ht−1 , xt ] + bf )

prosthetics. The traditional BBT requires
the subject to simply move as many blocks
from one side of the partition to the other as
quickly as possible. The metric evaluated is
the number of blocks moved in a set period of
time. However, people generally just pick up
and throw objects across and so the Modified
Box and Blocks Task (mBBT) requires that
the subject place the blocks on the other side,
eliminating the possibility of throwing blocks.
Finally, the Targeted Box and Blocks Task
(tBBT) requires subjects to place the blocks
in specific, targeted, locations in a specific order. Subjects completed these tasks once or
twice in two fashions. First, as they normally
would, unrestricted, and then again with an
induced disability, that is, their wrist and
finger’s movement are restricted. This was
done to simulate the degrees of freedom an
upper-limb prosthetic, such as a body powered hook, would have. All subjects performed all tasks with their right hands, regardless of whether they were right or left
handed. In addition to a video recording of
the subjects, an eight camera Vicon Bonita
Motion Capture system tracked 3-D locations
of markers placed over the torso, head and
arms. X-Y-Z values of these markers were
recorded in millimeters, with 1 × 10−5 digits
of precision and accuracy of about a tenth of
a milliliter. Figure 4 shows an example of the
experiments setup.

(2)

The next step is to decide what new information to store in the cell state. This has two
parts. First, a sigmoid layer called the “input
gate layer” decides which values to update.
Next, a tanh layer creates a vector of new
et , that could be added to
candidate values, C
the state.
it =
σ(Wi · [ht−1 , xt ] + bi )
et = tanh(WC · [ht−1 , xt ] + bC )
C

(3)
(4)

Then, the new cell state can be computed as,
et
Ct = ft ∗ Ct−1 + it ∗ C

(5)

Finally, the output is based on a filtered version of the cell state. First, the sigmoid layer
which decides what parts of the cell state are
going to be output. Then, the cell state is
evaluated through a tanh and multiplied by
the output of the sigmoid gate, to only output
the parts decided upon [11].
Ot = σ(Wo · [ht−1 , xt ] + bo )
ht =
Ot ∗ tanh(Ct )

(6)
(7)

3. Data and Pre-processing
Our dataset consists of 138 videos of subjects performing variations of the Box and
Blocks Task (BBT) recorded as part of a
study conducted at the Human Devices Interaction lab at the U.S. Food and Drug Administration [13]. The data spans 23 different
subjects, separated into two sub-populations
depending on when the data was captured.
The BBT is a commonly accepted task used Figure 4: Experiment setup. White dots show
for evaluating the effectiveness of upper-limb tracked markers. Numbers indicate block order.[14]
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3.1. Data Pre-Processing
The raw data was in the form of video
files, grouped by subject, where each subject
had a single corresponding MAT file where
all their 3-D trajectory data was stored in.
To maintain subject anonymity, the top of
the raw videos were blurred. Further, the
videos were separated out into their frames
and cropped to focus on the region of interest. All the separate MAT files were processed and simplified into a single MAT file
where only the data of interest was saved. Of
the 27 markers tracked, we focused on the
following five:

file which contained all the frames and corresponding 15 3-D trajectory values. Since a
global origin, across all trials, was not known,
different 3-D point location values could correspond to the same location represented in a
frame. To overcome this, it was decided that
the network would learn the changes between
frames and 3-D trajectory values.
For a sequence of frames to be given as an input to the R-CNN, the first frame and its corresponding 3-D points where subtracted from
each of the frames and their 3-D points. This
made it so that the first frame and points for
1. Right Index Finger
any sequence would be all zeros and the sub2. Right Wrist (Thumb Side)
sequent frames and points tracked changes
3. Right Wrist (Pinky Side)
away from the initial position. Intuitively,
4. Right Forearm
larger patches of images that are different
5. Right Elbow
from the initial image would correspond to
The data is naturally separated into two larger differences between the 3-D trajectory
sub-populations since data collection meth- values. Figure 5 shows the difference images
ods differ between populations. 17 trials have which are input to the networks.
six videos and 2 trials have four videos per
subject, where the marker trajectories were
sampled at 150 frames per second (fps) and
the videos recordings where sampled at 30
fps. 7 trials have four videos per subject
where both the marker trajectories and video
recordings where recorded at 100 fps. To account for this, the 150 fps trajectory recordings were down-sampled by a factor of five, Figure 5: (left) The difference between two consecaveraging across the five samples, to yield utive frames and (right) the difference between two
data where both the video and points where frames which are 20 frames apart.
sampled at 30fps. This difference created the
two sub-datasets, a 100 fps set and a 30 fps
For training and testing purposes the 30
set.
fps and 100 fps subsets were separated since
it was clear that larger changes between each
3.2. Loading Data and Labels
frame was being recorded in the 30 fps cases
As mentioned, the images were cropped, than in the 100 fps cases.
specifically, at a size of 128 × 128. Each
of these were placed in a sequence within a 4. Network Architectures
folder corresponding to one of the original
videos. When loading the data, it was en- 4.1. Architecture 1 - Parallel CNN
We began with a simple parallel CNN
sured that any batch or sequence came from
which contained two branches each taking
the same video stream.
The data was loaded from a master CSV one image as an input. The goal was to
6

predict the difference between the 3D tra- output layer. Figure 7 shows this architecjectories of the markers from one frame to ture.
the next. We passed two consecutive frames
as inputs to the two CNN branches. Both
the branches had identical structures derived
from the first five layers of AlexNet [1]. Afterwards, the two branches were concatenated
to give a final feature map that was flattened
and passed to four fully-connected layers. For
all layers except the final, we used a ReLU activation. The final layer did not have an activation function, i.e. linear activation. Figure
6 shows the parallel CNN architecture, deFigure 7: The RNN architecture.2
scribed using a standard naming convention.2
4.3. Architecture 3 - LSTM
The final architecture implemented is similar to the RNN architecture. In addition to
the CNN feature extraction layers, we replace
the single RRN layer with 3 LSTM layers,
with the final LSTM layer densely connected
to the output layer. As before, the input
is the difference between the frames and the
output is the corresponding differences in the
coordinates. Figure 8 shows this architecture.

Figure 6: The parallel CNN architecture.2

4.2. Architecture 2 - RNN
Next we implemented a simple R-CNN to
predict the locations. The input to the network is a sequence of the difference images,
from Figure 5. So, at the nth time step, the
network predicts the difference between the
desired coordinates in the nth frame and the
Figure 8: The LSTM architecture.2
first frame. The architecture consists of a
series of convolution and max pooling layers
to extract a feature vector from the images. 5. Experiments and Results
This feature vector is passed through a recurIn addition to the different architectures,
rent layer which is densely connected to the we varied several parameters and learning op2

‘K xK Conv F /S ’ means a convolution layer with a K xK kernel and a stride of S which outputs a feature map with F features. ‘pool/P ’ represents a max pooling layer which scales down the image by P. ‘{Fc,
RNN, LSTM}, C ’ represent a fully connected layers with C nodes and ‘relu’ represents a ReLU activation.
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tions for each of architectures when possible.
For all three architecture types we applied
several learning rates, batch sizes and number of layers. We also varied sequence lengths
for the R-CNN models. The following are all
the options we tried for all architectures:
1. Learning Rate: 10−2 , 10−3 , 10−4 , 10−5 , 10−6
2. Batch Size: 1, 5, 10, 25
3. Sequence Length (RNN,LSTM): 5, 10, 25, 50
Figure 10: Plot of the loss function for a small subset
of the dataset over iterations.

4. Number of recurrent layers: 1, 2, 3
5. Cost Function: Mean square error, Mean absolute error

This shows that our training procedure
and models were implemented correctly and
worked correctly. However, it suggests that
the data were too complicated for these modFor each case, we trained the networks for els.
up to 100 epochs. However, despite this, we
did not get any meaningful results from our
6. Discussion
experiments. Our loss function did not show
any downward trend in any of the experiFrom the results of our experiments, we
ments. Figure 9 shows the plot of the loss see that our data and the problem we are atfor one of the experiments.
tempting to solve is more complex than anticipated. Even though, our model is able to fit,
though clearly over-fitting, a small subset of
the data, it is not able to learn the model over
larger more meaningful parts of the dataset.
This could mean that we need larger and
more complex models to solve this problem.
Also, we believe that a more complex model
will require an even longer training time and
more computational power. It will be difficult
to acquire the resources needed for training
such a model. These are some of the areas
that could be explored in future work. We
Figure 9: An example of an experiment’s plot of the believe that this problem is important and a
loss function over iterations.
solution for this problem may be found by
further exploration and testing. A solution
to this problem would become be extremely
To diagnose this issue, we tried training useful to scientists working in prosthetics reour LSTM models on a very small subset of search and evaluation as well as other fields
the data. We found that the model was able that use real-world object tracking.
to fit the data. Figure 10 shows the loss function in this case.
6. Learning Rule: Stochastic Gradient Descent,
ADAM optimizer
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